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Online Bayesian Recommendation
Setup:

Information Asymmetry & Signaling Scheme:

Online Setting: User’s preference 𝜌 is 
unknown to the platform!

For each round 𝑡 = 1,… , 𝑇

Online Bayesian Recommendation:

Applications:

Stackelberg Regret: Reg 𝑇 = ∑!𝑈 𝜋∗ − ∑#!,…,#"𝑈(𝜋!)
where 𝑈(𝜋) denotes platform’s expected payoff of 𝜋- User has binary action 𝒜 = {0, 1}

- Video state 𝜃 ∼ 𝜆 ∈ Δ([𝑚]), 𝜆 is public prior information

Optimal 𝜋∗: Σ∗ =𝒜, and a threshold structure: ∃𝑖" ∈ [𝑚] s.t

(a) ∀𝑖 ≠ 𝑖", 𝜋∗ 𝑖, 1 = 𝕀 # $
%($) ≥

# $#

%($#) ; (b) 𝜋∗ 𝑖", 1 =
(∑$%$## $ *∗($)

#($#) . 

- User’s utility function 𝜌: 𝑚 ×𝒜 →ℝ; Platform’s state-
independent utility 𝜉:𝒜 → ℝ and 𝜉 𝑎 = 𝑎

- Only the platform can observe the realized video state 

- Platform commits Σ+ and 𝜋+: 𝑚 → Δ Σ+ ;

- Signal Space Σ, and signaling scheme 𝜋: 𝑚 → Δ Σ

- Video 𝜃 ∼ 𝜆 is realized, and a signal 𝜎+ ∼ {𝜋+(𝜃, 𝜎)},∈.'
is sent to the user;   

- Upon seeing 𝜎+, user forms a Bayesian posterior 
𝜇+ 𝜎+, 𝑖 ≜ % $ *'($,,')

∑(∈[+] % 0 *'(0,,')

- With posterior, user selects action 𝑎+ ∈
argmax1∈𝒜𝔼3∼5'[𝜌(𝜃, 𝑎)];

- Platform gets utility 𝜉(𝑎+)
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s.t. h⇡,!i � 0

⇡(i, 1) 2 [0, 1], 8i 2 [m]

Lower Bound: No online policy can achieve an expected regret 
better than Ω(loglog 𝑇), even when 𝑚 = 2.

Challenges to Have a Good Algorithm 

Benchmark: Let 𝜔 𝑖 ≜ 𝜌 𝑖, 1 − 𝜌 𝑖, 0 ⋅ 𝜆(𝑖)

Algorithm 𝟏 to Achieve 𝑂(𝑚! ⋅ loglog 𝑇): 

• Exploring phase 1:
A binary search to identify 𝑈 such that 𝑈 ≤ 𝑈 𝜋∗ ≤ 2𝑈

• Exploring phase 2:
Use a mechanism similar to [2] to identify a persuasive 𝜋"
such that 𝑈 𝜋" ≥ 𝑈 𝜋∗ −1/𝑇

- Enumerating all possible total order over the states

- There must exists a total order 𝑟∗ over the states w.r.t. true %($)#($)

- Once 𝑟∗ is pinned down, a mechanism similar to [2] to search 
𝜋∗(𝑖", 1) suffices

High-level Descriptions:

The platform’s feedback is limited and probabilistic!: The 
platform knows whether 𝜋 is persuasive or not only when (a) the 
realized signal 𝜎+ is 1; (b) 𝜎+ = 0, and 𝑎+ = 1.

• Challenge 1: difficult to identify the signs of {𝜔(𝑖)}
• Challenge 2: difficult to determining if𝑈 𝜋∗ ≥ 𝐶

Persuasiveness of 𝜋: Whether ∑$∈[7]𝜔 𝑖 𝜋 𝑖, 1 ≥ 0

Algorithm 𝟐 to Achieve 𝑂(poly 𝑚 log 𝑇): 
Platform’s problem is optimizing a linear program with membership 
oracle access: known 𝝀 = 𝜆 𝑖 $∈[7] but unknown 𝝎= 𝜔 𝑖 $∈[7]

Find initial point of the feasible region of 𝝎 is not trivial! 

Future Directions
Algorithm to achieve 𝑂 poly 𝑚 ⋅ loglog 𝑇 (ongoing work)

Two Algorithms

Lower Bound and Challenge

Feedback
𝒎 = 𝟐 (∗) Oracle Access Query

Our Problem 𝕀{𝑝 ≥ 𝑣}
w.p. 𝑝

MemberOracle w. no 
initial interior point Vector 𝝅

(Contextual)
Dynamic Pricing [1, 2]

𝕀{𝑝 ≥ 𝑣} Separation Oracle Scaler 𝑝+ [1]. Renato Paes Leme and Jon Schneider. Contextual search via intrinsic volumes. FOCS’18
[2]. Robert Kleinberg and Tom Leighton. The value of knowing a demand curve: 
Bounds on regret for online posted-price auctions. FOCS’03(∗) : Here, 𝑝 ← 𝜋 𝑖-, 1 , 𝑣 ← 𝜋∗(𝑖-, 1)


